
Homework 6 CSE 450/598 Fall 2007 Arizona State University

Due: Wednesday 10/3 before 9:15

1. (5.2) Recall the problem of finding the number of inversions. As in the text, we are given
a sequence of n numbers a1, . . . , an, which we assume are all distinct, and we define an
inversion to be a pair i < j such that ai > aj.

We motivated the problem of counting inversions as a good measure of how different the
two orderings are. However, one might feel that this measure is too sensitive. Let’s call a
pair a significant inversion if i < j and ai > 2aj. Give an O(n log n) algorithm to count
the number of significant inversions.

2. (5.3) Suppose you’re consulting for a bank that’s concerned about fraud detection, and
they come to you with the following problem. They have a collection of n bank cards that
they’ve confiscated, suspecting them of being used in a fraud. Each bank card is a small
plastic object, containing a magnetic stripe with some encrypted data, and it corresponds
to a unique account in the bank. Each account can have many cards corresponding to it,
and we’ll say that two bank cards are equivalent if they correspond to the same account.

It’s very difficult to read the accound number off a bank card directly, but the bank has a
high-tech “equivalence-tester” that takes two bank cards, and after performing some com-
putations, determines whether they are equivalent.

Their question is the following: among the collection of n cards, is there a set of more
than n/2 of them that are all equivalent to one another? Assume that the only feasible
operations you can do with the cards are to pick two of them and plug them in to the
equivalence tester. Show how to decide the answer to their question with only O(n log n)
invocations of the equivalence tester.

For extra credit, show how to solve the problem with only O(n) invocations of the equiv-
alence tester.

3. (5.6) Consider an n-node complete binary tree T , where n = 2d−1 for some d. Each node
v of T is labeled with a real number xv. You may assume that the real numbers labelling
the nodes are all distinct. A node v of T is a local minimum, if the label xv is less than the
label xw for all nodes xw that are joined to v by an edge.

You are given such a complete binary tree T , but the labeling is only specified in the
following implicit way: for each node v, you can determine the value xv by probing the
node. Show how to find a local minimum of T using only O(log n) probes to the nodes of
T .

4. [(not quite) Implementation Question] Examine the behavior of your implementations
experimentally. More precisely, take your implementations of (1) Stable matching (HW1),
(2) BFS (HW2), and (3) class scheduling (HW3) problems, and run the algorithms on in-
puts of various sizes. For each of these, generate several (20–30 for each size) different
inputs of size 10, 30, 100, 300, 1000 and 3000, and measure the running time of your im-
plementations using the Timer class given in the file Timer.py in the code directory. (This
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does mean that if your code for any of these implementations was restricted to instances of
size, for exmple, 5, you will have to remove these restrictions.) Report on the outcomes by
plotting the means and standard deviations of the running times for the three algorithms
on the generated inputs of sizes given above. Use no more than one page for your report,
with text font size at least 10pt. This page should contain the summary of the experiments,
graphs as specified above, and a short discussion of the results. In case the experimental
results do not appear consistent with the theoretical running time, find and give a short
explanation of the discrepancies.
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